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Abstract

The problem of estimating the cointegrating rank in a vector au-

toregression is considered. In the framework of a …nite-action problem

and Jordan matrix priors, it is demonstrated that the objectives of

correct classi…cation and of optimal forecasting in …nite samples are

con‡icting targets. In most experiments, assuming a smaller cointe-

grating rank than the generating one yields more accurate predictions.

Concentrating on the empirically relevant sample sizes N = 50 and

N = 100, decision bounds are tabulated for selected con…gurations

and decision contour maps are drawn.
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1 Introduction

The determination of the cointegrating rank in vector autoregressions or sim-

ilar linear dynamic vector systems is a problem of major concern in econo-

metrics, where it is often plausible to assume that the component variables

follow …rst-order integrated processes. Viewed from the angle of statistics,

such a rank determination problem is an example of …nite action and hence

is intermediate between hypothesis testing and the estimation of a continu-

ous parameter. The optimization of such …nite action can have various aims

but two of them are maybe most common: …rstly, the identi…cation of the

‘true’ rank in a true model; secondly, the maximization of the precision of

forecasts. In the …rst case, the model and its properties are seen as of di-

rect scienti…c interest. Theorists who participate in debates on the validity

of subject-matter theories will probably prefer such a formulation of their

target. In the second case, the model as such is only of limited interest but

it serves as a workhorse for some secondary analysis. The researcher may

even intend to report the predicted values of the model variables only and

to omit details on the used model. Practical concerns may suggest further

purposes of statistical models, such as an empirical underpinning of theories

or the comparative evaluation of scenarios that are conditioned on varying
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exogenous in‡uences. A scienti…c treatment of such aims is di¢cult, due to

the inexact speci…cation of targets, and such usages are often in con‡ict with

rigorous statistical theory.

The outlined dichotomy between the search for the true model and the

optimization of prediction is not restricted to the problem of estimating the

cointegrating rank. For example, in time-series lag-order identi…cation, the

two views have led to the creation and common application of two classes of

information criteria. The …rst class, which includes the BIC in the version of

Schwarz (1978), attains consistency with respect to the …nite-action prob-

lem of identifying the true lag order in autoregressive models. The second

class, of which the AIC by Akaike (1974) is the most prominent member,

optimizes model-based prediction (cf. Shibata, 1976) but does not achieve

consistency for the lag-order parameter.

In this paper, some of the consequences of optimizing prediction loss—as

compared with a technical loss criterion—for estimating the cointegrating

rank are evaluated. It is demonstrated that the two targets are in con‡ict.

Decision contour maps for the bivariate problem, which allows a cointegrating

rank of 0, 1, or 2, are calculated on the basis of Monte Carlo simulation. Also

the in‡uence of deterministic terms is investigated. The focus of this paper
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is di¤erent from that of traditional forecasting comparisons in cointegration

modeling, such as Engle and Yoo (1987). These studies evaluate the

local bene…ts of using cointegrated or other models for prediction, tend to

avoid ‘misspeci…ed’ workhorse models, such as the model in di¤erences in the

presence of cointegration, and focus on statistical elements such as hypothesis

tests (power) and estimators (e¢ciency). In contrast, this paper focuses on

a global comparison against the backdrop of a given parametric frame and

…xed statistical elements.

Other important related studies are those of Chong and Hendry

(1986), Sampson (1991), and Clements and Hendry (1995). Chong

and Hendry (1986) give a general outlook on the problem of model evalu-

ation in the context of macroeconomic modeling and derive some statistical

procedures and asymptotic results. Sampson (1991) analyzes the in‡uence

of sampling variation on prediction in univariate unit-root and stationary

models and derives some interesting asymptotic properties, letting the fore-

casting horizon grow as a function of the sample size. In contrast, the focus of

this paper is exclusively on …nite and rather small sample sizes. Clements

and Hendry (1995) analyze single- and multi-step prediction for cointe-

grated systems and they do consider utilizing the ‘underspeci…ed’ model in
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di¤erences. They give analytic results on the basis of known parameters and

some Monte Carlo on the basis of cointegrated data-generation mechanisms.

However, they do not consider the possibility that the data-generation mech-

anism does not cointegrate. This is one of the reasons why their general

recommendations di¤er from those given here.

The statistical methodology in this paper relies on methods that are

speci…cally geared to …nite action or multiple decision throughout. Consider-

ing the widespread usage of naive sequences of hypothesis tests, nothing has

to be added to Akaike’s remark that ‘hypothesis testing procedures are tra-

ditionally applied to situations where actually multiple decision procedures

are required’ (Akaike, 1974, p.716). Note that sequences of hypothesis test-

ing imply implicit loss functions that attach a large loss to type–I errors in

small samples but let this loss decrease as the sample size increases. While

statistical decision theory suggests to specify loss functions by the involved

cost (cf. Poirier, 1995, or Jeffreys, 1961), no quanti…able loss can be

attached to misclassi…cations in a scienti…c debate. The focus on prediction

loss guarantees such a reasonable cost function.

Our results con…rm the main empirical message from Engle and Yoo

(1987) for very small samples: if the true model is cointegrated then using the
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cointegration structure does not help at one-step predictions but outperforms

the unrestricted model that does not impose any unit roots at longer hori-

zons. For larger samples, the relative performance of all considered models

is robust with respect to the prediction horizon. The results of Brandner

and Kunst (1990) are also in line: using less cointegration or imposing more

unit roots may help in forecasting. The new simulations allow more precise

conclusions. It appears that non-cointegrated structures are best predicted

by assuming the true model class. Cointegrated models are well predicted by

estimating the cointegrating relations only for slightly larger samples and if

the evidence on cointegration is strong, otherwise it is advisable to ignore the

cointegrating part and to use the ‘misspeci…ed’ di¤erenced model. In short,

in cases of ‘weak evidence’ the estimation of long-run relationships and the

imposed absence of unit roots may have adverse e¤ects on predictive accu-

racy due to the sampling variation of the estimates. Simple vector models in

di¤erences often entail the most ‘robust’ performance.

All simulations concentrate on the case of relatively small samples up to

N = 100. Data sets of this size are common in macroeconomics. Due to

events of war and repeated substantial changes in the de…nition of aggre-

gates, it is di¢cult to obtain longer series than around 30 years of quarterly
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observations, at least for some of the main European economies. For annual

data, samples of more than 100 observations are only encountered in histor-

ical studies for countries such as the United States or the United Kingdom,

and even then interpolation methods must be used in constructing data.

The organization of this paper is as follows. Section 2 reviews the main

results and properties of cointegrated vector autoregressions in brief. Sec-

tion 3 sets up the …nite-action problem formally, de…ning the Jordan matrix

prior distribution and the loss criteria. Section 4 analyzes the results of the

decision-contours simulation in detail. Section 5 concludes.

2 Cointegrated vector autoregressions

Cointegrated vector autoregressions form a special class of partially non-

stationary vector autoregressions. The term cointegration was coined by

Granger (1986) (see also Engle and Granger, 1987) to describe the

feature that a linear combination of an n–variate jointly integrated (of order

d ¸ 0) time-series variable Xt = (X1t; : : : ; Xnt)0 is weak-sense stationary

or, more precisely, ‘integrated of order zero’. A scalar variable Xt is said

to be integrated of order d if the application of the di¤erencing operator of
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order d to X results in a stationary variable with …nite and positive power

spectrum. Likewise, a multivariate variable may be termed integrated of

order d if di¤erencing of its components at the order d or at a lower order

yields a jointly stationary variable and at least one component requires taking

d di¤erences, although de…nitions vary in the literature. Commonly, interest

focuses on the case d = 1.

Here, it is assumed explicitly that Xt is integrated with d = 0 or d = 1.

This assumption excludes higher-order integration (d > 1), seasonal unit

roots, and explosive modes. Given that Xt follows an n–dimensional vector

autoregression of …nite lag order p

Xt = ¹+
pX

i=1

©iXt¡i + "t ,

this basic representation can always be re-written in its error-correction form

(ECF)

¢Xt = ¹ +
p¡1X

i=1

¦i¢Xt¡i +¦Xt¡1 + "t .

The matrices ©i; i = 1; : : : ; p, ¦i; i = 1; : : : ; p ¡ 1, and ¦ have dimension

n £ n and ¹ denotes an n–vector for a deterministic intercept. The error

process "t is assumed as Gaussian white noise. In the ECF, as was shown by

Engle and Granger (1987), the number of linear independent cointegrat-

ing relationships equals the rank of the matrix ¦, ½(¦). The two extreme
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cases are ½(¦) = 0 and ½(¦) = n. If ¦ = 0, there is no cointegration and

the system can be re-written as a vector autoregression of order p¡ 1 in the

di¤erenced variates ¢X. If ½(¦) = n, all coordinate variables are already

stationary andXt is integrated with d = 0. If ½(¦) < n, the order of integra-

tion is d = 1. Note that d = 1 does not preclude that some of the component

variables are stationary and do not require any further di¤erencing.

In empirical situations, a portion t = 1; : : : ; N of a trajectory from the

processXt is observed. Given the discrete parameters of the VAR model, i.e.

the lag order p and the cointegrating rank ½(¦) = r, maximum-likelihood

estimation of the continuous parameters was analyzed by Johansen (1988).

The problem of estimating ¹, ¦i, i = 1; : : : ; p ¡ 1, and the left factor in

the decomposition of ¦ = ®¯0 is solved by linear regression. In a preced-

ing step, the right factor ¯ is estimated by solving a canonical correlation

problem, such that the n£ r–matrix ^̄ consists of the eigenvectors at Xt¡1

corresponding to the r largest canonical correlations of Xt¡1 with ¢Xt, con-

ditional on ¢Xt¡1; : : : ;¢Xt¡p+1 and 1. If there is no intercept in the model,

1 is omitted from the list of conditioning variates. The squared canonical

correlations are ordered ascendingly as ¸1 · : : : · ¸n. Hence, the r largest

roots are ¸n¡r+1; : : : ; ¸n.
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The discrete parameters to be estimated are p, r, and possibly the ex-

istence of a non-zero intercept vector ¹. The lag order p is commonly es-

timated …rst without imposing any restriction on r, using an information

criterion such as AIC or BIC. The rank r is commonly identi…ed by se-

quences of hypothesis tests of the null hypotheses r · r0 against r > r0. The

statistics used for these hypothesis tests are functions of the smallest squared

canonical correlations ¸1 · : : : · ¸n¡r0. Johansen (1988) considered two

versions of likelihood-ratio statistics, the ‘eigenvalue test’ and the ‘trace test’

but later work mainly concentrates on the ‘trace test’ (see Johansen, 1995,

or Dhrymes, 1998). Signi…cance points for the non-standard distribution

of these statistics under their null hypotheses have been tabulated in Jo-

hansen (1995). These tables use …xed signi…cance levels, for example 5%,

hence they are intended to be used in sequential testing with such …xed risk

levels. Seen as decision procedures, this sequential testing is inconsistent

in the sense that the null hypotheses is rejected with positive probability if

N ! 1.

The statistical literature is aware of the divergent aims of achieving con-

sistency in the sense of hypothesis testing, where the focus is on asymptotics

under the alternative, and in the sense of …nite action. It has been suggested
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to call a test consistent if it keeps the speci…ed risk level under the null and

rejects with probability one under the alternative as N ! 1, and to call

a test fully consistent if both the probability of type-I and type-II errors

converges to zero. Full consistency in estimating the cointegrating rank can

be obtained by letting the risk level decrease as N ! 1. However, classi-

cal statistics provides no secure guideline on the speed of reduction in this

procedure (cf. Sanathanan, 1974). Also, the appropriate selection of the

risk level in small samples remains an open question. In this paper, it is sug-

gested to replace the sequential procedure by the minimization of global risk

at a given sample size. To this aim, prior distributions have to be …xed that

weight the possible model con…gurations within the class de…ned by a certain

r0. In other words, the parameters that describe the con…guration within the

classes are ‘integrated out’ like usual nuisance parameters in nuisance ran-

domization. Note that, in all the following, ‘models’ are not structures with a

…xed continuous parameterization but with random parameters drawn from

a weighting prior distribution. These models are not to be confounded with

random-coe¢cients models, however, as the drawn parameter remains …xed

in a speci…c trajectory or ‘time series’.

Although this way of proceeding is Bayesian in spirit, the point is made
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that there is no need to spill the child with its bath water. Firstly, Bayesian

on-line integration is inconvenient for the user who may prefer to compute

some statistics and to compare them with charts. Secondly, the Johansen-

type statistics—canonical correlations of increments and levels—are excel-

lent condensers of information and are asymptotically su¢cient, provided

the complication of drift terms is handled appropriately. For simplicity, the

canonical roots ¸1, ¸2 proper will be used as coordinates, not the likelihood-

ratio type functions suggested by Johansen (1988). Both versions certainly

convey the same information and they also have asymptotically equivalent

distributions.

The decision contour maps provided here conveniently integrate the clas-

sical and the Bayesian model selection approach. Given a certain value of

the statistics, the optimal decision (discrete parameter estimation) can be

evaluated once and for all on the basis of a non-informative weighting prior

and a well-speci…ed loss criterion. Then, the user simply calculates the sta-

tistic from her data and looks up the position in the map. If this indicates a

value of r0, say, then this is the estimate for the cointegrating rank.
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3 Identifying the cointegrating rank: a deci-

sion problem

A multiple decision (or …nite-action) problem consists of four main con-

stituent elements: the most general model (MGM), the division of the MGM

into classes, the elicitation of weighting priors within the classes, and the loss

criterion. These will be convened in this section. In the interest of clarity

and generality, the elicitation is given for general dimension n, although only

the bivariate case n = 2 will be used in the empirical section of the paper.

The MGM was outlined in the previous section. It is a vector autoregres-

sion of order p and dimension n, where the only unstable root is allowed to be

a potential unit root at 1. In order to focus explicitly on integration of order

1, higher-order integration is excluded. For the experiments reported here,

the lag order p is set at 1. Generalizations to higher-order p are relatively

straightforward, although they may require an elicitation of a weighting prior

distribution on the positive integers.

If p = 1, the vector autoregression can be written as

Xt = ¹+©Xt¡1 + "t = ¹+ TJT¡1Xt¡1 + "t (1)

where © = TJT¡1 is the Jordan decomposition of the matrix © = ¦+ I. In
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this decomposition,T is a nonsingular n£n–matrix of ‘eigenvectors’ whereas

J is block diagonal and consists of triangular Jordan blocks with constant

diagonal value ¸, zeros below and ones above the diagonal. If (but not only if)

all ‘eigenvalues’ are distinct, J is a diagonal matrix. In the prior distributions

for the decision setup, all non-unit eigenvalues are assumed as distinct but

this assumption is of little importance. Similarly, complex eigenvalues will

be excluded. However, there will usually be several eigenvalues of ¸ = 1.

j¸j > 1 is excluded as it would give rise to explosive behavior. The seasonal

case j¸j = 1; ¸ 6= 1 is also excluded. Regarding the roots of ¸ = 1, it

will be assumed that all Jordan blocks are trivial, hence the matrix J is

diagonal. Non-trivial unit-root blocks would correspond to cases of higher-

order integration.

3.1 The set of discrete choices ¥

The estimation of the discrete parameter » 2 ¥ is at the center of the present

analysis. The letter » denotes the number of unit roots in the Jordan matrix

J, such that n¡ » is the cointegrating rank. Whereas a search for the true

model aims at identifying » correctly, the forecaster proceeds after …xing »

by estimating all continuous parameters following the procedure suggested
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by Johansen (1988, 1995) and inserts the estimates for the true values of

the VAR di¤erence equation in order to generate one-step or—by repeated

insertion—multi-step predictions.

Each possible value of » 2 f0; : : : ; ng is given the same a priori probability

of (n+ 1)¡1. Within the classes, the Jordan priors are utilized. The Jordan

distribution was introduced in a companion paper (Kunst, 1998) and its

genesis is as follows.

Starting at » = 0, the entries in the diagonal matrix J are drawn from

uniform distributions over the stability region (¡1; 1). The diagonal values

in T are set at 1 to avoid ambiguities in scaling, whereas the o¤-diagonal

elements of T are independently drawn from standard normal distributions.

The resulting matrix-valued probability distribution for TJT¡1 is called the

Jordan distribution, which is determined by a single integer parameter n only.

Because the Jordan distribution J(n) is not exhaustive on the set of sta-

tionary …rst-order n–variate vector autoregressions and hence violates a basic

principle of Bayesian decision theory (cf. Jeffreys, 1961, or Pratt et al.,

1995) due to its restriction on real roots and non-derogatory Jordan forms,

as an alternative the complex Jordan distribution Jc(n) can be considered

that allots a certain prior probability to conjugate complex root pairs. It
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evolves, however, that the choice of J(n) or Jc(n) has little in‡uence on the

qualitative structure of the results.

Continuing the elicitation for » > 0, it is obvious that such systems

can be constructed easily by …xing » entries in the diagonal matrix J at

1 and conducting only n ¡ » draws from the U(¡1; 1) distribution for the

remaining elements. This de…nes the unit-mode Jordan distribution Ju(n; »)

or its partly complex-rooted counterpart Juc(n; »). Obviously, Ju(n; 0) =

J(n). For details, see Kunst (1998), where also some properties of the

marginal distributions of single elements are analyzed. For example, the

diagonal elements of J(n) follow unimodal distributions with Cauchy-type

tails for n¸ 2.

3.2 The loss criteria

In order to evaluate predictive accuracy, some criterion function fc is used

that compares the value to be predicted xN+1 and its model-based predictor

x̂N+1. Let k:kd denote the d–norm in Euclidean space. Convenient functions

are fc(xN+1; x̂N+1) = kxN+1 ¡ x̂N+1kd2d1 with the typical choice of d1 = 2

and d2 = 1 corresponding to the mean-squared error and d1 = d2 = 1

corresponding to the mean absolute error. In the experiment, the former
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speci…cation will be used. The predictor x̂N+1 is a function of the observed

values xt for t · N . Let denote this N–vector by xN1 . For model-based

prediction, this function is usually determined by conditional expectation

under the assumption that the ‘true’ data-generating process is a member of

a parametric collection of processes, which member is formally equivalent to

some µ 2 £. Hence, one may write

x̂N+1 = fp(xN1 ; µ) = Eµ
¡
xN+1jxN1

¢
:

The parameter µ is determined in two steps from the data xN1 , a …rst step that

…xes the discrete class parameter » and a second step that ‘estimates’ µ given

». For the second step, approximations to maximum-likelihood estimation

are in general usage. Hence, the estimation function µ̂ = fe(xN1 ; ») is not

in focus here. If the discrete class parameter » is an element of a …nite set

f0; : : : ; ng, the optimum decision for » can be evaluated by a comparison of

all possible decisions. In other words, by insertion the problem of selecting

» reduces to the search for

min
»2f0;:::;ng

fc(xN+1; fp(xN1 ; fe(x
N
1 ; »))) :

This minimization is local and conditional on the observed trajectory portion

xN+1
1 . For the derivation of the global optimum » as a function of xN+1

1 , two
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technical steps are needed. Firstly, condensation of the information in xN1 into

a …nite vector of statistics is required, thus restricting the choice of all possible

functions. This condensation then results in an optimum » as a function of

the statistics instead of a function of xN1 . If the statistics are su¢cient,

the restricted minimum should still be equal to the unrestricted minimum

‘on average’. Secondly, a stochastic law must be de…ned that generates the

trajectories. These two steps have been described already. Note that the

true value of » shows only implicitly in this derivation.

Because of their high sensitivity to small level values, ‘relative’ prediction

criteria were not considered. On the whole, the task of forecasting is assumed

to aim at approximating the unknown future value as closely as possible,

without taking into account the uncertainty of the prediction. A mean-

variance loss criterion for prediction is implicitly assumed e.g. in Clements

and Hendry (1998).

Alternatively, if the aim of the statistical analysis is parameter estimation

and not predictive accuracy, the loss will typically depend on the distance

between the true parameter value and its estimate. Quadratic loss criteria are

common in continuous parameter estimation, hence the technical loss used

in this paper as a means of comparison is de…ned by l2(»; »̂) = (» ¡ »̂)2 for
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»; »̂ 2 ¥, in analogy to the common case where » would be a real parameter.

Alternative technical loss functions such as l1(»; »̂) = j» ¡ »̂j or lB(»; »̂) =

±(»; »̂) result in comparable solutions but do not appear to penalize large

errors su¢ciently. Here, ±(:; :) denotes Kronecker’s ±. For this technical loss

function, the estimate »̂ is again assumed to depend on xN1 through a …nite

vector of statistics only. The convex form of the quadratic loss function yields

a glacis between values that are not neighbors. In this area, for example » = 0

and » = 2 are equally likely whereas » = 1 is unlikely, nevertheless »̂ = 1 is

chosen in order to minimize expected risk.

Both technical and predictive criteria lead to discrete-valued functions of

the critical statistics. Here, a 2–vector of statistics is used and the functions

can be conveniently represented in decision contour maps.

4 The simulated decision contour maps

The maps shown here are based on 270,000 draws from the Jordan distri-

bution setup (1) with ¹ = 0. In detail, the experimental design can be

summarized as

Xt = MXt¡1 + "t ; t = 1; : : : ; N (2)
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X0 = (0; 0)0

M » Ju(2; i)

i » U(f0; 1; 2g)

"t » N(0; 1)

The distribution Ju(2; i) was introduced in Section 3.1. Note that the intro-

duction of a starting value at t = 0 yields N observations on the di¤erenced

series ¢Xt. Corresponding to the speci…cation of ¹ = 0, no conditioning on

1 is conducted in the calculation of the canonical roots ¸1 and ¸2. A standard

Gaussian white-noise error is fed into the system. Each trajectory has length

N , where N is varied over the values of 10, 50, 100. N = 10 is certainly

too short to permit a reliable decision with respect to long-run time-series

properties but it is an interesting backdrop and is probably representative

for the problem of decision-making with little data information such that the

prior assumptions are still palpable.

For a comparison, also some experiments with larger N were conducted,

which are not reported in detail. For large N , the sampling variation in coef-

…cient estimates decreases and it appears that a slight over-parameterization

increases predictive accuracy, which is an asymptotic feature that is well

known from lag-order speci…cation in autoregressions (Shibata 1976). In
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summary, the properties for large N diverge substantially from the small-

sample phenomena that are reported here.

For each simulated trajectory, the statistics ¸1 and ¸2 are calculated, the

true » is stored that is assumed as unknown to the researcher, and forecasts

from all three considered models are also generated. Based on the observed

value of (¸1; ¸2), an optimal decision is targeted that minimizes the expected

loss criteria.

Figures 1 and 2 re‡ect the optimal decision for the technical loss l2. Vec-

tor autoregressions were generated from the Jordan priors con…guration and

expected technical loss l2 was minimized. For N = 10, one sees three dis-

tinct areas that are separated by negatively sloping decision contours. For

small values of ¸1+ ¸2, the pure random-walk model » = 2 is preferred, with

slightly larger values one opts for the intermediate case of » = 1. Finally,

with large roots one opts for a stationary data generation mechanism.

ForN = 100, the contour map has already attained a shape that is typical

for larger samples also. The boundary between » = 1 and » = 0 is almost

vertical, for N ! 1 it shifts further leftward. The boundary of the » = 2

corner area is negatively sloped and, for N ! 1, it will shift to the origin.

The glacis is recognizable but it has become rather small.
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Figures 3–5 correspond to a comparable experiment—in fact, Figures 3

and 5 use the same data as Figures 1 and 2—but loss now is assessed by

the one-step prediction error e. A …rst result from these …gures is that they

are obviously di¤erent. This means that the objectives of …nding the true

parameter » and of optimizing one-step predictions may be in con‡ict.

ForN = 10, a comparatively large region is allotted to » = 2. This means

that a simple model in di¤erences yields comparatively good forecasts if little

sample information is available. Another large region is allotted to » = 0.

If the data may correspond to a stationary VAR, it pays to use simple OLS

regression to generate forecasts. The area » = 1 is small and, more impor-

tantly, much smaller than in Figure 1. This indicates that the cointegrating

model should only be used for prediction if it is strongly indicated by the

data. An explanation may be that, though it contains less parameters than

for » = 0, it uses a comparatively complex estimation algorithm and hence

it is dominated by its simpler rival models, as the sampling variation in its

parameter estimates is high and the forecasts are sensitive to this variation.

Notice the glacis in the decision map. There is a small region of doubt where

cointegrating models yield the most precise predictions, as they are interme-

diate between » = 0 and » = 2 models, although they are not very likely
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to be true. This feature probably corresponds to a small area of transition

and is not very signi…cant at larger sample sizes, in contrast to the case of

technical loss.

For N = 50 and N = 100, the …gures resemble the outcome for the

technical loss function. The boundary between » = 1 and » = 0 is vertical

and the boundary of the corner area » = 2 is negatively sloped. ForN = 100,

the simulations indicate a small glacis, whereas such a ‘demilitarized zone’

could not be found for N = 50. These and the following …gures have been

drawn by smoothing histogram-type estimators of the expected loss over

a grid of width 0.01. After calculating the average loss within each ‘bin’

f(¸1; ¸2) 2 [0:01(j ¡ 1); 0:01j] £ [0:01(k ¡ 1); 0:01k]g for j = 1; : : : ; 100 and

k = j; : : : ; 100, a smoothed average loss at bin (j; k) is obtained by a weighted

average over the original value at (j; k) with weight 0.6 and over the adjacent

bins at (j § 1; k § 1) with weight 0.1 each. The smoothed values are then

compared across the three competing models.

The rudimentary kernel smoothing succeeds in eliminating isolated sam-

ple artifacts but still leaves rather rough surfaces of the estimated expected

loss as a function of (¸1; ¸2) and causes the shown ragged boundary curves.

Hence, care should be taken in interpreting some curious phenomena, such
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as the disappearance of the glacis in the N = 50 experiment.

The raggedness of the simulated contours indicates that the precision of

the curves is not very reliable. For example, an applied researcher would (and

should) be reluctant to base her decision on whether to use a cointegrated

model or not on the shown maps if the sampled point (¸1; ¸2) is close to

the decision contour. More precision could be obtained either by running

an excessive amount of replications or by restricting the set of admissible

decisions by smoothness arguments. Because 270,000 is a rather large number

already, the second option is chosen here. Indeed, straight lines at ¸1+¸2 = b2

and at ¸1 = b1 approximate the depicted contours nicely and only incur a

small increase in expected risk. As it was outlined in Kunst (1996, 1998),

priority is to be given to the rule ¸1+¸2 = b2. This means that the estimation

of » proceeds as follows:

1. If ¸1+ ¸2 < b2 then »̂ = 2.

2. If ¸1+ ¸2 > b2 but ¸1 < b1 then »̂ = 1.

3. If ¸1+ ¸2 > b2 and ¸1 > b1 then »̂ = 0.

The simple boundaries prescribed by optimizing these straight lines will

be called decision bounds in order to di¤erentiate them from the nonlinear
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decision contours. Optimization with respect to prediction loss e was con-

ducted via a two-dimensional grid search with a grid width of 0.001. Table 1

summarizes the decision bounds for the cases N = 10; 50; 100 and gives the

relative frequencies of …nding the ‘true’ model by this strategy. The diagonal

entries in the reported coincidence matrix are not the achievable maxima, as

the target of the procedure was not optimizing the coincidence. The strategy

represented by the technical loss and Figures 1–2 yields a signi…cantly bet-

ter coincidence and a smaller expected technical risk E(l2). However, that

solution in turn yields a deterioration in forecasting performance.

Now the empirically relevant case of a non-zero drift is considered, where

the constant¹ is drawn from a bivariate standard normal distribution and the

canonical correlations are calculated as conditional on a constant 1. Other-

wise, the generating model (2) with Jordan priors is retained. A correspond-

ing decision map for N = 10 is given as Figure 6.

The image is similar to the case without intercept but the area for » = 2

has grown to the disadvantage of » = 1. The additional sampling varia-

tion arising from estimating two more parameters and from conditioning the

canonical correlation analysis on adjusting for means renders cointegrated

models as ine¢cient and unreliable workhorses for prediction, unless the ev-
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idence is extremely convincing, i.e. ¸2 > 0:8. A glacis is not shown on the

map, though the contour is very ragged close to the ¸1 = ¸2 boundary and

a small separating area may exist. If N is increased to 50, the situation is

depicted in Figure 7.

The area of » = 2 has become smaller and the area of » = 1 has expanded,

as would have been expected. A comparison of Figures 4 and 7 reveals that

the introduction of a drift term that has to be estimated causes a further

increase of the corner region » = 2 that recommends taking …rst di¤erences

of the observed data. A comparison of Figure 7 with the corresponding

map for technical loss shows that, for many observed con…gurations of the

test statistics (¸1; ¸2), the existence of cointegration is indicated but the

cointegrated model is not useful for prediction. Similar e¤ects are present

for N = 100. The decision bounds reported in Table 2 allow a comparison to

classical signi…cance points. For example, for N = 100, the non-cointegrated

model » = 2 should be used for prediction, unless it is rejected at a risk level

of 0.017. On the other hand, the optimal decision with respect to prediction

loss implies using this » = 2 model as a prediction workhorse in 5.6% of all

actually cointegrated structures.

A ‘local’ counterpart to this evidence was presented in the literature by
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Engle and Yoo (1987) who, for a very special setting of nuisance parame-

ters and short-run dynamics, see the unrestricted (» = 0) model dominating

for the …rst few predictive steps. However, they maintain that the cointe-

grated model makes up for this de…ciency in the longer run, i.e. for larger

prediction horizons. Some larger horizons will now be explored tentatively

for the …xed sample size of N = 50.

Figure 8 gives the decision contour map for two-step prediction. It is

altogether very similar to Figure 7. However, notice the glacis and the dom-

inance of » = 0, the stationary prediction, for large ¸2 and small ¸1. These

trajectories mainly stem from cointegrating models with a negative mode.

The strong negative serial correlation is comparatively bene…cial for the sta-

tionary forecast at even horizons. However, it can be seen from the expected

prediction loss in this area that all three forecasting models encounter dif-

…culties. The map is in line with the results of Clements and Hendry

(1995) who …nd that the relative performance is robust with respect to the

horizon but it is di¤erent from Engle and Yoo (1987) who …nd advantages

for the cointegrated model at longer step sizes.

Extending the prediction horizon to four steps resulted in the map shown

as Figure 9. The result resembles Figure 8 closely, demonstrating that the
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relative performance of the three models remains stable if the horizon is

extended. The zone in the northwest corner has fallen into the hands of

» = 1 again and the glacis has disappeared. The latter feature may not be

signi…cant, as the ‘posterior’ density of the eigenvalue statistics is slightly

lower close to the ¸1 = ¸2 line and the contours are therefore less reliable.

However, the expected loss over the whole (¸1; ¸2) space increases with

di¤erent speed. One-step prediction yields three signi…cantly di¤erent sur-

faces. The » = 2 model generates large losses for ¸2 close to 1, i.e., for

processes with a negative mode. The » = 1 model is worst for those processes

where both modes are negative and both ¸1 and ¸2 are close to unity. The

» = 0 model shows fairly ‡at performance over the whole space. In contrast,

with four-step forecasts all three models adopt the shape of the loss plane

from the » = 1 model which peaks toward (¸1; ¸2) = (1; 1).

At even longer horizons, the picture becomes blurred and the zones be-

come more di¢cult to separate, which indicates that all models are more

or less equally accurate—or equally bad. The distinction between the three

models is reduced to the forecast of the deterministic part. The models » = 2

and » = 1 capture the trend behavior better than the stationary » = 0 that

does not presuppose a trend. However, the sampling variation in the inter-
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cept estimate prevents a stronger expansion of the areas corresponding to

unit-root models. The model in di¤erences, in many situations an ‘overdif-

ferenced’ model, has the best properties for the task of longer-run prediction

from a rather short training period, as long as ¸2 is smaller than approxi-

mately 0.3. Many trajectories in this area do actually stem from cointegrated

models. There is therefore some corroboration for the recommendation by

Box et al. (1994) to di¤erence once more in doubtful cases, though such a

guideline may not be favored by econometric practitioners who have eagerly

taken up the elegant cointegration procedures.

Table 3 summarizes the results of a decision-bounds optimization proce-

dure that was applied to the two-step and four-step cases. In a tentative

frequentist interpretation, the cointegrated model is rejected at looser levels

for shorter horizons than for longer ones. This is in line with the …nding by

Engle and Yoo (1987) that cointegration is more attrative for longer-step

prediction.
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5 Summary and outlook

It was demonstrated by Monte Carlo simulation in the framework of multiple

decision analysis that the number of unit roots in a vector autoregression to

be imposed for optimal prediction does not always correspond to the true

or the ‘most likely’ one. Procedures aimed at correctly identifying the coin-

tegrating rank do not necessarily select the best workhorse model for fore-

casting, neither at the single-step nor at the multiple-step horizon. Imposing

an additional unit root, in other words using the cointegrated model instead

of the stationary one or ignoring cointegration, may improve prediction, at

least in doubtful cases. In very small samples, the cointegrated model is not

an e¢cient forecasting instrument, even when it is true.

The presented simulations can be extended in many interesting directions.

It remains to be seen whether similar features hold true in higher-dimensional

systems. Some indication in this direction was given by trivariate simulations

of Brandner and Kunst (1990) who …nd that using one cointegrating vec-

tor instead of two may be bene…cial even when the system actually contains

two such vectors. The e¤ects of additional serial correlation in the errors

and of empirically determined lag orders may also be of some interest. To

this aim, higher-order generating mechanisms and testing models must be
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utilized. It may be conjectured that serial correlation causes further in-

creases in sampling variation of all estimates and tends to prefer ‘simpler’

model structures even more. The results are also in line with simulations

in the framework of seasonal cointegration presented by Kunst (1993) who,

similarly, …nds that ignoring existing seasonal cointegration structures may

improve predictive accuracy.

The results of this paper, however, di¤er from the ones of Clements and

Hendry (1995) who, in a comparable bivariate VAR framework, …nd that the

correctly speci…ed model dominates its underspeci…ed and overspeci…ed rival

models, particularly for small horizons. They also …nd that their results are

not a¤ected by the introduction of non-zero means. Like Engle and Yoo

(1987), they use a simulation design with …xed parameters and ‘well-behaved’

cointegrating vectors. This enables the forecaster to detect cointegration and

also to estimate the cointegrating structure with fairly high accuracy, which

again transfers into accurate predictions. In contrast, the Jordan weighting

prior takes into account that observed eigenvalue statistics may stem from

non-cointegrating data-generation mechanisms and also from cointegrating

structures with small impact, i.e., small loading coe¢cients. Such cointe-

grating structures are di¢cult to detect and their parameters are estimated
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with low precision even when the cointegrating rank is identi…ed correctly.

The imprecisely estimated coe¢cients yield large forecast errors, particularly

if constants are also estimated. Although it is certainly debatable whether

such ill-behaved cases are likely to exist in empirical applications, it appears

di¢cult to justify their a priori exclusion from consideration.

The simulations for this paper have been conducted in parallel experi-

ments with NAGLIB routines in FORTRAN on two di¤erent workstations

and with GAUSS on a PC. The results were no di¤erent in the parallel ex-

periments. All computer codes are available on request.

Comments from the participants at the EC 2 Meeting in Stockholm in

December 1998, in particular from David Hendry, and from two anonymous

referees are gratefully acknowledged. The usual proviso applies.
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Table 1. Decision bounds and frequencies of coincidence if prediction loss is
minimized.

N b1 b2 E(e)
10 0.222 0.723 1.221
50 0.076 0.260 1.016
100 0.054 0.150 1.080

N = 10
estimated »

generated » 0 1 2
0 0.552 0.288 0.161
1 0.116 0.512 0.372
2 0.041 0.094 0.865

N = 50
estimated »

generated » 0 1 2
0 0.851 0.131 0.018
1 0.052 0.816 0.132
2 0.004 0.019 0.977

N = 100
estimated »

generated » 0 1 2
0 0.894 0.100 0.006
1 0.021 0.902 0.077
2 0.001 0.011 0.988

Note: Empirical frequencies are expressed as conditional on the generated
model.
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Table 2. Decision bounds and frequencies of coincidence if prediction loss is
minimized if a standard normal drift is present.

N b1 b2 E(e)
10 0.274 0.884 1.202
50 0.109 0.321 1.095
100 0.081 0.176 1.086

N = 10
estimated »

generated » 0 1 2
0 0.708 0.180 0.111
1 0.262 0.414 0.324
2 0.128 0.115 0.758

N = 50
estimated »

generated » 0 1 2
0 0.861 0.127 0.012
1 0.049 0.832 0.119
2 0.004 0.020 0.976

N = 100
estimated »

generated » 0 1 2
0 0.913 0.085 0.002
1 0.012 0.932 0.056
2 0.000 0.017 0.982

Note: Empirical frequencies are expressed as conditional on the generated
model.
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Table 3. Decision bounds and frequencies of coincidence for m–step predic-
tion if prediction loss is minimized and if a standard normal drift is present.
Sample size is N = 50.

m b1 b2 E(e)
2 0.103 0.307 1.460
4 0.146 0.340 1.701

m = 2
estimated »

generated » 0 1 2
0 0.897 0.094 0.010
1 0.058 0.836 0.106
2 0.001 0.027 0.967

m = 4
estimated »

generated » 0 1 2
0 0.818 0.168 0.015
1 0.020 0.847 0.133
2 0.001 0.015 0.984

Note: Empirical frequencies are expressed as conditional on the generated
model.
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Figure 1: Optimal decision for technical loss and $N=100$.
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Figure 2: Optimal decision for technical loss and $N=100$.
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Figure 3: Decision contours for prediction loss and $N=10$.
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Figure 4: Decision contours for prediction loss and $N=50$.
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Figure 5: Decision contours for prediction loss and $N=100$.
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Figure 6: Decision contours for prediction loss and $N=10$ in the presence
of a standard normal drift constant.
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Figure 7: Decision contours for prediction loss and $N=50$ in the presence
of a standard normal drift constant.
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Figure 8: Decision contours for two-step prediction loss and $N=50$ in the
presence of a standard normal drift constant.
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Figure 9: Decision contours for two-step prediction loss and $N=50$ in the
presence of a standard normal drift constant.
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