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Abstract

This paper ful…lls a double purpose. Firstly, we aim at study-
ing causality tests with respect to their power of classi…cation into
the four main competing hypotheses of causal interaction among two
variables. We allow for various empirically relevant modi…cations of
the basic bivariate autoregressive frame. These experiments result in
some tentative recommendations for the empirical researcher.

Secondly, we present and advertise the use of the decision maps
technique, which builds on Bayes testing and is in itself a powerful
simulation tool that can be used for many other statistical decision
problems, particularly with a time-series background.

1 Introduction
When confronted with the words ‘causal’ or ‘causality’, most economists will
think of Granger causality. Notwithstanding all criticism, the idea that A
causes B if and only if B can be predicted better by accounting for A has
caught on tremendously in applied economic research since its inception by
Granger (1969). Other sciences and social sciences have shown greater
resistance against the concept, partly because time-series data are not so
widely available in those disciplines, partly because of a stronger belief in the
aprioristic nature of causal relationships. A good and highly sophisticated
example for the latter viewpoint is the work of Pearl (2000). The causal
structures analyzed by Pearl are creations of the human mind that are
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based on other people’s beliefs in a way that cannot be quanti…ed. Her
and similar concepts reduce causality to an inherently non-testable feature.
According to this view, evidence can only establish correlations and other
characteristics of the joint distributions of observed variables. The causal
interpretation of such correlations is ultimately based on a priori beliefs.

In contrast, Granger causality o¤ers a concept that is immediately testable
and is, moreover, testable by simple regression diagnostics that are o¤ered by
every software package. Also, as Granger himself remarked, the method
is not easily fooled and many examples that, at …rst, appear to reveal weak-
nesses of the de…nition, turn out to be ill-posed and to con…rm the strength of
the concept in the end. These examples come in three groups. The …rst class
comprises examples such as ‘December sales cause Christmas’ or ‘people get-
ting out of bed cause the sun to rise’. These examples are ill-posed, as they
do not imply Granger causality. Events such as Christmas and the sunrise
can be predicted perfectly without the mentioned ‘causes’. Granger causality
shows its strength, as it does not see causality in such cases. The second class
comprises third-source examples such as ‘lightning causes thunder’. Here,
Granger causality is found empirically, as long as the third source—such as
an electric phenomenon—is not contained in the information set. However,
assuming the true third source is unknown to the observer, the causal inter-
pretation may be a useful working hypothesis. Seeing lightning as the cause
of thunder constitutes a …rst step in understanding thunderstorms. The third
class is the most tricky and contains examples such as ‘rushing o¤ to work
causes being late at work’. Here, the true cause is again a third source,
such as ‘realizing from experience at 8:30 that I will not make it by 9:00’.
It is important to note that being late at one’s work does not cause any
preceding event. These examples involve expectations about the future that
are formed from past observations and are often erroneously identi…ed with
future events. Even the Nobel laureate Heckman (2001) has fallen into this
trap. In the third-class examples, typically the source cannot be reasonably
quanti…ed and hence the unintuitive causal interpretation will persist.

Having accepted the Granger causal paradigm, the issue remains how
to establish causal structure from observed data. Because most of the liter-
ature has framed causality in simple vector autoregressions, these constitute
the frame for the present study. We restrict attention to an extremely simple
simulation design, viz. bivariate …rst-order autoregressions, which however
already permit a glance at the full set of causal relationships: no causality
between the two variables, two unidirectional causal events, and feedback.
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While most of the literature treats causality in the tradition of Neyman-
Pearson local hypothesis testing, we rather head for a full global decision
procedure, always conditioning decisions among the four events on the ob-
served data and statistics. We point out that this approach is not completely
new and that particularly the work of Geweke et al. (1983) went pretty far
in the Bayesian direction by establishing measures of causal events based on
Kullback-Leibler information. In contrast, our approach is somehow simpler
and uses informative priors in the Bayesian style.

This paper ful…lls a double purpose. Firstly, we aim at studying the
properties of causality tests under a variety of empirically important modi-
…cations of the basic bivariate autoregressive frame. This aim may result in
some tentative recommendations for the empirical researcher. Secondly, we
emphasize the use of the decision maps technique, which is in itself a powerful
simulation tool that can be used for many other statistical decision problems,
particularly with a time-series background. Throughout the paper, we focus
on empirically relevant and rather small samples.

The remainder of this paper is organized as follows. Section 2 outlines
the Bayes-test decision maps approach. Section 3 collects the maps from
a battery of causality experiments and gives short comments on the main
features. Section 4 concludes.

2 Methodology

2.1 Conditioning on the observed
Classical ‘frequentist’ statistics bases investigations into the discriminatory
power of decision procedures on evaluations of the distributions of statistics
under lower-dimensional ‘null’ hypotheses and under ‘local’ alternatives. In
both cases, experiments and calculations are conducted conditional on as-
sumed known parameter values. These experiments and calculations then
give guidelines to the practitioner who is confronted with observed statistics,
not with known parameter values. Usually, sharp lower-dimensional null hy-
potheses of the form ‘g(µ) = g0’, de…ning a subset £1 = fµ 2 £jg(µ) = g0g
of the parameter space, are ‘rejected’ when the observed value becomes too
‘unusual’ under the tentative assumption µ 2 £1. The asymmetry between
£1 and the ‘big’ alternative £n£1 is often arti…cial but the framework is
excellently suited for deriving locally optimal decision procedures.
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In contrast, a principle of Bayesian statistics is to base decisions on the
observed data X or, via ‘funneling’ data information through appropriate
functions, on observed statistics »(X). While various Bayesian methods of
research exist, a logical counterpart to frequentist techniques is to conduct
simulations—in simple cases, calculations may replace simulations—that act
as if a hypothetical researcher observed a statistic without knowing the true
data-generating mechanism. The information that a value of » = »0 usually
indicates that the data-generating mechanism stems from a certain subset
£1 of the parameter space and that it is more probable that it stems from
£1 than that it stems from £2 or £3 can then be obtained from a laboratory
simulation. In the real world, it can be used in order to obtain a decision.
This framework is poorly suited for deriving locally optimal procedures. Due
to the inherent complexity of requiring prior distributions on the parameter
space, in fact it is poorly suited for deriving anything analytically. However,
we feel that it comes closer to the practitioner’s needs.

A simple role model may highlight the di¤erent approaches. A decision
is required on whether µ = 0 (the ‘null’ hypothesis) or whether 0 < µ · 1
(or < 1, the ‘alternative’ hypothesis). We may form £ = [0; 1], £1 = f0g,
£2 = (0; 1]. The data-generating mechanism is ‘Xt iid N (µ;1)’, and T ob-
servations are available. Frequentist statistics separates experiments—or,
in this simple case, rather calculations—for ‘size’ and for ‘power’. Size ex-
periments generate test statistics—i.e., sample means or t–values—assuming
µ = 0 and evaluate the probability of incorrect decisions (‘rejections’)—i.e.,
probably P (µ̂ > µbjµ = 0) with an appropriate boundary value µb. Power ex-
periments generate test statistics assuming µ = µ0 with pre-speci…ed µ0 6= 0
and evaluate the probability of correct decisions (‘rejections’)—i.e., probably
P

³
µ̂ > µbjµ = µ0

´
. Note that µb is rather arbitrary and is usually speci…ed

from the size probability rather arbitrarily, such as 0.05. Also note that the
form of the alternative was never used. In other words, the alternative could
have been £2 = (0; 10] and the experiments would not have changed.

In contrast, a Bayesian approach heads for a global decision. Before the
experiment, a prior probability of 0.5 is allotted to µ 2 £1 and another 0.5
to µ 2 £2. Other allotments are possible but are hard to justify in typical
examples in economics or other disciplines with little a priori knowledge.
Assuming a certain decision rule D, such as ‘choose £1 if µ̂ < µb and £2 oth-
erwise’, we then may evaluate—by simulation or calculation—the probability
P (µ 2 £1jµ̂ = µ̂0 is observed and D is used). This is a useful probability, as
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it tells the researcher how likely he or she is to make a correct decision in
case that µ̂ = µ̂0 is actually observed. Unfortunately, the approach requires
a prior allotment over relative frequencies over composite hypotheses, such
as £2. This speci…cation will always remain controversial. In this simple
example, a uniform prior over (0; 1) appears natural, though it is shunned by
some Bayesians because it may change under re-parameterization. However,
in many applications the parameterization is not void but is carefully chosen.
Therefore, we opine that a Bayesian experiment should not generally ignore
the parameterization and should be less concerned with invariance issues.

This is not yet quite the approach that we have in mind here. Rather, we
do not …xD a priori but we evaluate P

³
µ 2 £j jµ̂ = µ̂0 is observed

´
= Pj (µ̂0)

for both j = 1; 2 and specify D endogenously by choosing that hypothesis
which entails the larger probability of success or which entails a pre-speci…ed
loss function. Clearly, it is not easy to evaluate Pj(µ̂0) for a given µ̂0, as
this would require generating this value exactly. Therefore, in slightly more
complex decision problems—in the above example, an analytical approach is
possible—the image space of µ̂—in our case, not necessarily £ though µ̂ can
be truncated to …t £—is discretized. Because even for a rather large number
of replications the resolution remains bounded from below, the approach is
useful for deriving a general ‘global’ impression rather than for ‘local’ evalu-
ations. This emphasis on global issues makes this approach also well suited
for joint evaluations of several test statistics and particularly for cases when
null and alternative hypothesis are not clearly separated by philosophical
concepts such as ‘hypothesis’ and ‘falsi…cation of a hypothesis’. The absence
of such a clear separation is typical for many economic decision problems.

In the problem at hand, there are four hypotheses ( ‘X causes Y ’, ‘Y
causes X ’, ‘feedback’, ‘no causal interaction’) rather than two. Frequentist
statistics faces di¢culties with insisting on separating null and alternative
subhypotheses in component tests. We show that our Bayesian approach is
entirely free from these di¢culties. It also avoids the often arbitrary speci…-
cation of risk levels in frequentist testing. In order to obtain a fully consistent
decision procedure, such risk levels must tend to zero as the sample size ap-
proaches in…nity. Frequentist testing is silent on the functional form of this
decreasing function. In contrast, the Bayes testing approach endogenizes the
implied risk level as a function of the explicitly selected prior distribution.
By standardizing such prior assumptions, ‘implicit frequentist’ risk levels
may be calculated and Bayesian results may be integrated into the classical
framework.
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2.2 Experimental decision maps
The construction of decision maps follows a suggestion by Hatanaka (1996)
who uses a somehow similar approach for a binary decision based on two sta-
tistics with con‡icting null and alternative hypotheses. The potential usage
of decision maps, however, is more widespread. In the current problem, the
decision space has four elements, i.e., the hypotheses ‘X causes Y ’, ‘Y causes
X ’, ‘feedback’, ‘no causal interaction’. The two observed statistics are the
likelihood-ratio test statistics for the hypotheses ‘X causes Y ’ and ‘X causes
Y ’. In a simple design, the usual F–values can be replaced by t–values,
such that non-causality will be rejected—better ‘causality will be preferred’,
leaving frequentist language behind—for large negative values as well as for
large positive values. We generate a large number of trajectories from each
of the four hypotheses and summarize the generated statistics in bins. The
choice of the bins does not in‡uence the results of the experiment per se
but it a¤ects the way that the results can be reported. We choose to limit
the bins according to the empirical fractiles of the ‘null’ experiment, i.e., the
part of the experiment with all trajectories generated from the hypothesis
‘no causal interaction’. Hence, for this quarter of the generated trajectories
we obtain uniform univariate marginal distributions of the collected test sta-
tistics. Due to the near-independence of the two statistics we almost obtain a
bivariate uniform distribution over all bins, which guarantees that no bin will
be empty. Empty or sparsely populated bins can be a nuisance for decision
map simulations.

Suppose that a resolution number k has been selected such that k2 bins are
obtained, each of them limited by the j1=k¡ and (j1 + 1)=k–fractiles for one
statistic and the j2=k¡ and (j2+1)=k–fractiles for the other statistic, with j1
and j2 running from 0 to k¡1. Using S for the overall number of simulations,
each bin will contain approximately S=k2 points from the hypothesis ‘no
causal interaction’ and a certain number of points from each of the other
three hypotheses. One simple rule is to allot each bin to the hypothesis with
the maximum number of points. This decision rule corresponds to a simple
0-1 loss function where all misclassi…cations are given the same weight. If
there are more than two hypotheses, a more sophisticated loss may be worth
consideration.

The thus obtained maps can be shown by their boundary curves (decision
contours) or by marking the bins as colored boxes over a grid. In this study,
we follow the latter option. The number k should depend on S such that a
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useful trade-o¤ between resolution and smoothness of boundaries is obtained.
Here, we set k = 40 which allows a direct comparison to classical two-sided
tests at signi…cance levels of 0.05 and 0.1. For a substantial further increase
in the resolution of the maps, the number of replications would have to be
increased enormously.

3 The experiments

3.1 A basic experiment
For our basic experiment, we generate 400,000 vector autoregressive processes
of length N = 100 from the simple design

"
xt
yt

#
=

"
a11 a12
a21 a22

# "
xt¡1

yt¡1

#
+

"
ut
vt

#

with (ut; vt) drawn as iid from a bivariate normal distribution with identity
covariance. We denote the matrix [aij] by A. One fourth of these trajectories
is drawn under the restriction a12 = a21 = 0, i.e., with no true causal struc-
ture. One fourth is drawn under the restriction a12 = 0 but with a21 6= 0, i.e.,
with Y being caused by X. One fourth is drawn under the reverse restriction
a21 = 0 and a21 6= 0, i.e., Y causing X . The …nal fourth has all aij elements
di¤erent from 0 and represents the case of causal feedback. Within the four
classes, prior distributions are constructed in the following way. It is well
known from linear algebra that any matrix A has its Jordan decomposition
A = TJT¡1 and then reveals the latent values in the so-called Jordan matrix
J, which is upper triangular in general. If the autoregressive system is stable,
these latent values must lie in the interval (¡1; 1). We draw them from a
uniform distribution. We also excluded non-diagonal J for simplicity. It is
unlikely that this restriction seriously in‡uences our main results. Otherwise,
the prior scheme is supposed to be exhaustive in the sense that any possible
A matrix could in principle be drawn.

The resulting distributions were discretized over a 40 £ 40 grid for the
fractiles of the null distribution of (t01; t10), which will say that t–values for
the coe¢cients a12 and a21 were used as statistics for discriminating among
the four causality events. The null distribution was empirically generated
from the fourth of the trajectories that were using the restriction a12 = a21 =
0. On this grid, a classical hypothesis test would probably proceed as follows:
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Figure 1: Decision map for T = 100, 0-1 loss, and the basic bivariate autore-
gressive design.

a signi…cance level would be …xed at e.g. 5%; values of t01 less than the 2.5%–
fractile and more than the 97.5%–fractile of the null distribution would imply
a rejection of Y not causing X ; a symmetrical procedure for t10 and Y ; if
both tests reject, we decide feedback between X and Y ; if none of the two
tests rejects, we decide that X and Y are likely to be causally unrelated. We
note that 2.5% and 97.5% exactly correspond to the outmost columns and
rows of grid boxes in a grid of empirical fractiles.

Figure 1 shows the case where each grid box was allotted according to
the maximum of the posterior empirical frequencies as estimates of the poste-
rior distributions. The two unidirectional causality events have been coded
in green and red, whereas causal feedback has been coded in blue, and the
absence of causality is represented by a gray area. We note that the out-
come almost exactly corresponds to the suggested frequentist procedure. A
slight deviation in the south-east corner, where feedback is found to be most
probable although the 97.5% fractiles were not quite reached, may be an
artifact.

An identical …gure is obtained when the loss involved in an incorrect de-
cision is penalized by 1, while a correct decision incurs a loss of 0. However,
the loss implied by in‡ation causing unemployment if actually unemploy-
ment precedes in‡ation may be regarded as more crucial than erroneously
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Figure 2: Causal events between two variables.

deciding for feedback or for the absence of causal relationships. Hence, we
tentatively use an alternative loss function that can best be motivated from
a cyclical graph (see Figure 2). In this graph, adjacent events are in some
sense closer to each other than those on opposing nodes. In other words, only
one button must be switched to move between adjacent nodes but two must
be switched to move across the diagonals. Therefore, we consider penalizing
incorrect decisions along the sides of the square with a …xed amount, say 1,
while incorrect decisions across the diagonals are allotted a higher penalty.
A penalty of four would correspond to a quadratic loss for individual 0-1
decision switches. If this loss of 0-1-4 is used, Figure 1 is replaced by Figure
3.

Figure 3 di¤ers from Figure 1 in two aspects. Firstly, the implicit fre-
quentist risk level has increased, to a value somewhere between 5% and 10%,
though this is hard to decide due to the limited resolution. This means that
quadratic loss implies that we should consider a decision in favor of a causal
event even if only the 0.05 or 0.95 fractiles are transgressed. Secondly, this
feature does not extend to feedback, as the blue corner patches are now iso-
lated. This means that, if individual statistics are only slightly signi…cant,
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Figure 3: Decision map for T = 100, quadratic loss, and the basic bivariate
autoregressive design.

one should select the causal direction according to the larger indication of
‘signi…cance’ instead of classifying the situation as causal feedback. This is
a direct consequence of the harsh penalty imposed on misclassifying absence
of causality as feedback.

When the sample size is reduced to T = 50, we obtain Figure 4 for the 0-1
loss law or maximum posterior probability. In Bayes tests, the implied risk
level changes with the sample size. While T = 100 apparently corresponds to
a 5% test, T = 50 corresponds to a 7% or 8% test. There are slight di¤erences
between the south-west and north-east corner and, on the other hand, the
north-west and south-east corners. These may be due to sample artifacts but
they may also point to acting di¤erently if negative and positive in‡uences
are mixed, which apparently permits to classify more feedback situations
correctly. For quadratic loss we obtain Figure 5. This …gure replicates the
e¤ects of isolated corners but it also points to a frequentist risk level of close
to 10% or, equivalently, one-sided 5%.

Although even smaller sample sizes may discourage the usage of time se-
ries methods, causal analyses of this type are not infrequent in economics.
T = 25 may correspond to 25 annual observations on variables from the na-
tional accounts. For this small sample size we obtain Figure 6. The implied
risk level apparently exceeds 10%. Isolated colored patches indicate the in-
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Figure 4: Decision map for T = 50, 0-1 loss, and the basic bivariate autore-
gressive design.

Figure 5: Decision map for T = 50, quadratic loss, and the basic bivariate
autoregressive design.
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Figure 6: Decision map for T = 25, 0-1 loss, and the basic bivariate autore-
gressive design.

creased uncertainty of the decision due to the small sample size. For the
quadratic loss speci…cation we obtain Figure 7. The implied risk level gets
as large as 15%, again except for the corner areas, where classical individual
rejections must reach 10% signi…cance or more in order to establish causal
feedback.

3.2 A confounder variable
In the language of current literature on causality, background variables, which
may in‡uence the focus variablesX and Y but which are not of immediate in-
terest per se, are called ‘confounders’. These confounders may not only cause
X and Y but they may also be caused by them. For example, an economist
may be interested in the direction of causation for two interest rates of two
main OECD countries. In this example, main economic indicators for these
two countries are confounders, while the interest rate for a third important
country may arouse some interest with respect to causal directions.

For our experiments, we generated a prior distribution with confounders
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Figure 7: Decision map for T = 25, quadratic loss, and the basic bivariate
autoregressive design.

on the basis of a trivariate autoregression
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We are interested in the four causality events with respect to X and Y
but not with respect to the confounder Z. Therefore, one fourth of the
replications is generated under the restriction a12 = a21 = 0 only, while
another fourth is generated under a12 = 0, another one under a21 = 0,
and the …nal fourth is generated from the full design A = TJT¡1 with
Gaussian entries in T, excepting the standardized main diagonal. Imposing
the appropriate restrictions on T in order to obtain a12 = 0 is somehow
analytically complex and we chose to generate all o¤-diagonal elements of T
freely, excepting t12 , which evolves from the equation

t12 =
t13t32

t13t31(1 ¡ ±) + ± , ± =
j22 ¡ j11
j33 ¡ j11

;

where jkk , k = 1; : : : ;3 denote the elements of the diagonal matrix J. Simi-
larly, imposing a21 = 0 was conducted by generating all elements of T freely,
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Figure 8: Decision map for T = 100, 0-1 loss, and a trivariate autoregressive
design with a confounder variable.

excepting t21 which is calculated from

t21 =
t31t23

t23t32(1 ¡ ± 0) + ± 0 ; ±
0 =
j22 ¡ j11
j22 ¡ j33

:

For the replications without causality between X and Y , both restrictions
were imposed simultaneously.

The resulting decision areas for T = 100 in Figures 8 and 9 are boringly
perfect. The confounder variable is unable to disturb the main decision
guideline. Like most other experiments, this variant corroborates the power
of the classical procedure in an admittedly simple experimental setting. The
implied risk level for both loss functions is close to 5%.

If the sample size is reduced to N = 25, we obtain the maps shown in
Figures 10 and 11. Again, these maps are somehow clearer than their
counterparts in Figures 6 and 7. The implied risk level increases to around
10% but the areas are clearly separated. Adding a confounder variable gen-
erally leaves causal decisions intact, even in those cases where signi…cant
feedback between the confounder and the core variables appears. This is in
stark contrast with the features reported from the literature on non-statistical
causality (see Pearl, 2000), which does not use information on temporal
precedence.
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Figure 9: Decision map for T = 100, quadratic loss, and a trivariate autore-
gressive design with a confounder variable.

Figure 10: Decision map for T = 25, 0-1 loss, and a trivariate autoregressive
design with a confounder variable.
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Figure 11: Decision map for T = 100, quadratic loss, and a trivariate autore-
gressive design with a confounder variable.

3.3 Outliers
In order to assess the power of decisions on causal interaction in the pres-
ence of outliers, we replaced the Gaussian speci…cation of the innovations
used otherwise by a Cauchy generating law. The prior speci…cation on the
coe¢cient matrix was left intact. Cauchy innovations are a typical case of
so-called innovations outliers (this name dates back to Fox, 1972). For a
maximum e¤ect, we only report the experiment for the small sample size
T = 25 as Figures 12 and 13. Innovations outliers are known to a¤ect the
asymptotic properties of autoregressive coe¢cient bene…cially by increasing
the order of convergence beyond T¡1=2. While confounding decisions by local
outliers may outweigh these asymptotic e¤ects in small samples, we see no
adverse e¤ects from the maps. The implicit signi…cance level moves up to
around 15% but otherwise the separation between decision areas comes out
clear and the boundaries remain straight lines.

It may be argued that these …gures do not correspond to the practitioner’s
needs, as the fractiles have been calculated assuming the Cauchy generating
law as known. The real danger of outliers is, of course, that their occurrence is
unknown. Therefore, one may also proceed under the assumption that usual
normal errors occur. In this case, we obtain the map in Figure 14. We show
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Figure 12: Decision map for T = 25, 0-1 loss, and a bivariate autoregressive
design with Cauchy innovations.

Figure 13: Decision map for T = 25, quadratic loss, and a bivariate autore-
gressive design with Cauchy innovations.
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Figure 14: Decision map for T = 25, 0-1 loss, and a bivariate autoregressive
design with Cauchy innovations. Fractiles have been generated from a design
with normal innovations.

the map only for 0-1 loss but the relative impression is similar for quadratic
loss. The main features are not a¤ected but the implied signi…cance level has
risen to over 15%. The boundaries yield a more scattered picture and re‡ect
the irregular occurrence of large outliers. Slight asymmetries are likely to be
only sample artifacts, maybe excepting the observation which also recurs in
the other experiments that two coe¢cients with the same sign are ‘easier’
to recognize than those with opposing signs. Therefore, a looser signi…cance
level is suggested for the mixed cases in the northwest and southeast corners.

3.4 Structural breaks
Recent econometric research has repeatedly considered the possibility of
abrupt changes in the data-generating process. This strand of research is ap-
parently inspired by the perception of institutional changes in the real-world
economic environment. Unfortunately, most models of structural breaks are
unsatisfactory from the time-series analyst’s viewpoint, as they fail to in-
corporate a time-series model for the generation of such ‘structural breaks’.
This issue, which seems to be of no concern in real-world situations with …xed
data, is critical for asymptotic results as well as for repeated experiments in

18



simulation exercises. We therefore assume such break-generating mechanism
that endogenously generates breaks with a pre-speci…ed low probability.

In order to accommodate the typical real-world situation in macroeco-
nomics, we assume that a structural break occurs typically once in a sample
of 25 observations. If a probability of 0.04 is assumed for the occurrence of
a break at any time point, the …rst break will occur approximately at the
midpoint of the sample. Although the possibility of more breaks should be
incorporated in the generation mechanism in principle, we neglect this pos-
sibility for this experiment due to the rather small sample. We emphasize
that, among a given number of replicated trajectories, there are some with
the break occurring within the …rst few observations, some with the break
occurring close to the end of the sample, and some without any break, as the
…rst break would occur after more the 25 time points. In all these cases, a po-
tential investigator will be unable to identify the break. Nevertheless, in line
with the assumed data-generation mechanism, it seems logically inconsistent
to discard such trajectories.

We further assume that the break does change the coe¢cient matrix, with
the matrix after the break being randomly drawn according to the same prior
distribution as the one before the break, but that it does not change the
causal relationship among variables. In other words, if output causes money
before adoption of a di¤erent economic policy, then money will not cause
output afterwards. This appears to be a sound assumption. However, causal
directions can be weakened or strengthened by the break, in our construction.

Contrary to most other experiments, this is a de…nite misspeci…cation
experiment in the sense that the true data-generating process is not the
…rst-order autoregression that is assumed by the hypothetical estimating re-
searcher. Hence, maps must be constructed on the basis of the process with-
out breaks, as it was already considered in the case of outliers and Cauchy
distributions. For the sample size of T = 25, we obtain the maps shown in
Figures 15 and 16 for 0–1 and for quadratic loss, respectively.

From the maps, we see that the confounding e¤ect arising from the struc-
tural break is limited. An interesting feature are the isolated specks in Figure
16 for quadratic loss. These spots indicate that, for some sizeable breaks,
classi…cation of observed trajectories as causal in the unidirectional sense
may be advantageous even if indication of causality according to the usual
interpretation of a likelihood-ratio statistic is extremely modest. The reason
is that bidirectional causality, i.e., feedback, may be masked by the break.
If the true data-generating mechanism displays causal feedback, the loss suf-
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Figure 15: Decision map for T = 25, 0-1 loss, and a bivariate autoregressive
design with a random structural break. Fractiles have been generated from
the standard design.

Figure 16: Decision map for T = 25, quadratic loss, and a bivariate autore-
gressive design with a random structural break. Fractiles have been generated
from the standard design.
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fered by a classi…cation as non-causal is severe. Even if the probability of
unidirectional causality is dominated by the probability of non-causality for
such combination of test statistics, a rather small probability of this severe
misclassi…cation implies that a decision for unidirectional causality minimizes
the expected loss.

For larger samples, the e¤ects observed for T = 25 become weaker, hence
we do not report these maps in detail. We used two di¤erent speci…cations
concerning the frequency of breaks. Firstly, keeping the breaking probability
of 0.04 and allowing for an unlimited number of further breaks is taken to
represent long-run investigations on annual historical data. Secondly, reduc-
ing the breaking probability in order to achieve an average …rst break in the
middle of the sample represents investigations on quarterly data. In line with
expectations, local aberrations in the maps were found to be more persistent
toward increasing the sample in the …rst case.

3.5 Unit roots
In recent years, much e¤ort has been spent on the statistical problems that
arise from unit roots in economic time series. If most series under inves-
tigation contain such unit roots, this indicates that roots close to +1 are
a priori more likely than is suggested by our uniform prior distributions.
Causality testing in the presence of unit roots can be a problem (cf. Toda
and Phillips, 1993) even though asymptotic results tend to persist. In the
experiments to be reported in this section, we assume that the researcher is
not fully aware of these unit roots and continues to use the standard fractiles
of all statistics that are represented in the ‘null’ part of our prior distrib-
utions. In contrast, the data-generating mechanism is supposed to contain
exactly one unit root, while the second root is again drawn from a uniform
law. The order of the two roots was permuted randomly in order to pre-
serve symmetry between the two variables. Hence, the generated bivariate
processes are cointegrated in the sense of Engle and Granger (1987).
This experiment appears to be more interesting than another one imposing
two unit roots. In the presence of two unit roots, taking di¤erences retrieves
the usual stationary situation. This action is not possible for cointegrated
systems.

For the small sample size of T = 25, we obtain the map shown in Figure
17 and an unreported similar one for squared loss. Although the sample size
is very small, the maps still suggest to use the signi…cance level of 5%, which,
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Figure 17: Decision map for T = 25, 0-1 loss, and a bivariate autoregressive
design with one unit root. Fractiles have been generated from the standard
design.

according to our standard experiments, is only recommended for samples as
large as T = 100. This feature re‡ects a slightly faster convergence in the
presence of unit roots. In other words, while it is recommended to opt for
unidirectional causality if 10% fractiles are surpassed in the usual stationary
setting, this low evidence on causality is to be ignored for cointegrated series.
Of course, if the misspeci…cation aspect is excluded by generating the null
fractiles from the cointegrated model, the map approaches the typical …gure
again. For T = 100, we obtain the decision map shown as Figure 18, which
is the perfect classical 5% map.

4 Summary and conclusion
This paper attempts to evaluate the power of causality tests in a simple time-
series setting, from the viewpoint of decision maps and Bayesian classi…cation
risk. Generally, we found that the traditional frequentist test procedure can
be used for optimal classi…cation in a straightforward fashion. The implied
signi…cance level was found to be approximately 0.05 for T = 100 and to be
above 0.1 for the smallest sample size that was considered, i.e., T = 25. If
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Figure 18: Decision map for T = 100, 0-1 loss, and a bivariate autoregressive
design with one unit root. Fractiles have been generated from the standard
design.

quadratic loss is taken to be a good representation of the typical situation of
a researcher, a slightly more rigorous signi…cance level is recommended for
the classi…cation as causal feedback. If this more rigorous level fails to be at-
tained, unidirectional causality will be determined by the relatively stronger
identi…ed causal direction, i.e., by the relative frequentist signi…cance or sim-
ply the size of the regression statistic. The testing procedure is also shown
to be reasonably robust against outliers and structural breaks. For cointe-
grated time series, and hence for those time series that suggest the possibility
of cointegration from the practitioner’s point of view, the rigorous risk level
of 0.05 is also recommended for smaller samples.
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